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A Wavelet-Based Framework for Acquired Radiometric Quantity
Representation and Accurate Physical Rendering

Abstract In this paper, we present a framework based on a
generic representation, which is able to handle most of the
radiometric quantities required by global illumination soft-
wares. A sparse representation in the wavelet space is built
using the separation between the directional and the wave-
length dependence of such radiometric quantities. Particu-
larly, we show how to use this representation for spectral
power distribution, spectral reflectance and phase function
measurements modelling. Then, we explain how the rep-
resentation is useful to perform spectral rendering. On one
hand, it speeds up spectral path tracing by importance sam-
pling to generate reflected directions and by avoiding expen-
sive computations usually done on the fly. On the other hand,
it allows efficient spectral photon mapping, both in terms of
memory and speed. We also show how complex light emis-
sion from real luminaires can be efficiently sampled to emit
photons with our numerical model.

Keywords Global Illumination · Wavelets · Spectral
Rendering

1 Introduction

Recently, the great challenge of interactively rendering ob-
jects with realistic materials, complex illumination, and shad-
ows has been deeply addressed and produced convincing re-
sults [38,46,34,29,64,33]. However, current approaches are
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still limited to low dimensionality (moving light or view-
point position but not both, RGB spectral representation),
low frequency lighting and materials, and pre-computed light-
ing information from a scene. On the contrary, conventional
realistic rendering aims at reproducing the physical behaviour
of light as closely as possible in an effort to predict what
the final appearance of a scene will be, without restrictions.
The core of the process consists in solving the global illumi-
nation problem, i.e. the rendering equation [27], with tech-
niques such as Monte Carlo ray tracing [71], photon map-
ping [25], and radiosity [10]. The input data of the simula-
tion are the geometry and the corresponding optical material
properties. The output is the incident radiance received by
a virtual sensor positioned in the scene (the task of creat-
ing images is done by letting this sensor be the human eye).
Thus, the need of spectral data naturally increases to produce
accurate simulation of natural phenomena including polar-
ization, interference, dispersion and fluorescence, but also in
order to perform physical analysis of light transfer. In order
to reach a certain accuracy, it has been acknowledged that a
certain number of wavelengths - more than three - have to be
used [14]. One needs to characterize surface reflection, sur-
face transmission, scattering in participating media, as well
as spectral power distribution of light sources. Altough re-
cent methods deal with a sufficient set of wavelengths when
necessary [6], the direct use of measurement data sets is in-
efficient and leads to an unwieldy storage problem. Unfortu-
nately, due to the intrinsic difference of the underlying phys-
ical phenomena involved, no generic model for all of these
optical properties has been developed so far.

The main contribution of this paper is to provide such
a numerical model for the representation of acquired spec-
tral radiometric quantities involved in physically based ren-
dering. These quantities all vary with wavelength and with
incoming and/or outgoing directions of the light ray (except
for spectra). Therefore, formally, every quantity is a function
having the following signature: (S2×)∗R 7→ R, where ∗ is
the regular expression metacharacter meaning zero or more,
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S2 is the unit sphere 1 and R is the real axis. We show how
the separation between the spaces S2 and R, using appro-
priate wavelet transforms, leads us to a generic radiometric
quantity representation. Our approach, based on the well-
understood fact that one can write transforms on a per ar-
gument basis, demonstrate that there are significant benefits
from taking this observation literally and making it the basis
of an implementation.

In this paper, we extend our previous work on wavelet-
based BRDF modelling [9]. First by achieving better com-
pression, providing the function’s domain with a uniform ac-
curacy, thanks to an automatic adaptive scheme that com-
putes a local threshold for each space of the decomposi-
tion (see section 4.2 and 5.2.1). Secondly by performing
more efficient importance sampling of the function’s domain
for stochastic illumination algorithms thanks to the com-
pact support of wavelets (see section 6.2.1). We also care-
fully validate the approach by intensively testing the model
against real and synthetized measurements of various radio-
metric quantities involved in global illumination softwares
(see sections 5.1, 5.2, 5.3 and 5.4). Finally, we apply our
framework to expensive spectral path tracing and photon
mapping (see section 6), achieving enhanced computational
performances as well as large memory saving. The frame-
work is part of our global illumination software called Ray
Of Light, which is released under the GNU GPL License and
available online at http://ray-of-light.sourceforge.net.

The paper is organized as follows. We recall the major
radiometric quantities used in global illumination as well as
basics on wavelet transforms in section 2. Then, we present
the previous work that was the starting point of our research
in section 3. Our approach is detailed in section 4 by first
presenting the concepts underlying the generic wavelet trans-
form (GWT), i.e. a wavelet transform applied on any kind of
object, then the implementation issues. Applications to the
modelling of acquired data and physically based rendering
are respectively shown in section 5 and 6. At last, we con-
clude and discuss about future in section 7.

2 Definitions

2.1 Radiometry

There are several radiometric quantities used in realistic ren-
dering. The most important ones are summarized in the ren-
dering equation [27]:

Lr(x,ωr,λ) = Le(x,ωr,λ)+ (1)
Z

Ωi

fr(x,ωi,ωr,λ)Li(x,ωi,λ)cosθidωi.

A physical property P(λ) that varies with wavelength is called
a spectrum. A spectral power distribution function (SPD) is

1 Actually, some quantities (like the BRDF) are only defined over
the hemisphere and not the whole sphere but this does not restrict the
generality of our work.

the power of a light ray in unit wavelength in a unit area per-
pendicular to the propagation direction. SPDs describe the
energy transfer along light paths (Li and Lr in the rendering
equation) and determine the radiance incident to a sensor
(and therefore the colors of an image). SPDs also character-
ize light source emission spectra, some were standardized
by the CIE [11].

Spectral reflectance is the ratio of the reflected flux Φr
to the incident flux Φi [18]:

ρ(λ) =
Φr(λ)

Φi(λ)
. (2)

The reflected SPD does not depend on the incoming or the
outgoing direction (integrated over all directions). For a more
accurate description of the surface behaviour, we need a spec-
tral bidirectional reflectance distribution function (BRDF)
defined as [47]:

fr(θi,φi,θr,φr,λ) =
dLr(θr,φr,λ)

Li(θi,φi,λ)cosθidωi
, (3)

where ωr = (θi,φi) and ωi = (θr,φr) are respectively the in-
coming (or lighting) direction and the outgoing (or viewing)
direction. Li and Lr are respectively the associated incoming
and the associated outgoing radiance. The counterpart of the
reflectance and the BRDF, for light transmission through a
surface, are respectively the transmittance and the bidirec-
tional transmittance distribution function (BTDF) [18]. The
counterpart of the BRDF, for light scattering within a media,
is the phase function [18]. Our work is also relevant for all
these quantities because they have similar signatures. An-
other important quantity in rendering is the emittance distri-
bution function (EDF) that characterizes the SPD of a light
source (or an emissive material) for each direction (Le in
the rendering equation). Usually, sources are assumed to be
isotropic and homogeneous: the SPD is direction-independent
and position-independent.

In this paper we will not consider wavelength dependent
phenomena, like light dispersion. We assume only non dis-
persive objects, thus allowing a vector representation of the
spectral interaction between the light and the surface. Dis-
persive objects should be handled by a specific data struc-
ture such as the one proposed by Sun [67]. First, because
we want to test our algorithms with real measurements that
are currently very difficult to obtain for BTDF. Also, be-
cause a vector representation can benefit of the sparsity of
the wavelet representation, which is not possible when work-
ing independently on separated wavelengths. Nevertheless,
a compressed representation for some of the involved data
is certainly beneficial for rendering methods which handle
wavelength dependent phenomena.

2.2 Wavelet Transforms

The wavelet transform W is a linear operator:
W : ( f : A 7→ B) 7→ T ( f ) (4)
T (α f +βg) = αT ( f )+βT (g). (5)
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The inverse wavelet transform operator can reconstruct the
function f from its transformed version:
W

−1 : T ( f ) 7→ ( f : A 7→ B). (6)
The application of W is called analysis of the function f ,
while the application of W −1 is called synthesis. The anal-
ysis process consists in projecting the function, at different
resolutions or scales j ∈ N+, onto a set of new basis func-
tions Ψ j = {ψm

j : A 7→ B}, called wavelets. Wavelets at res-
olution j are derived from a set of functions at finer resolu-
tion Φ j+1 = {φk

j+1 : A 7→ B}, called scaling functions. The
wavelet transform provides a hierarchical decomposition of
f at different levels of accuracy.

The remarkable property is that the wavelets have com-
pact support. Therefore to match a finite signal, a finite num-
ber of finite wavelets are put together. As a consequence, the
recursive decomposition (analysis) of f can be written as:

f = ∑
k

ak
0φk

0 +
n

∑
j=0

∑
m

dm
j ψm

j . (7)

The scaling functions encode the smooth approximation of
f at a given scale, while the wavelet functions encode the de-
tails, i.e. the missing information to retrieve the approxima-
tion at a finer scale from the one at a coarser scale. The cor-
responding projection coefficients ak

j and dm
j are computed

using fast recursive algorithms:

ak
j = ∑

l

γ̃k,l
j al

j+1 (8)

dm
j = ∑

l

δ̃m,l
j al

j+1. (9)

The reconstruction (synthesis) of f is computed using a sim-
ilar recursive algorithm:

al
j+1 = ∑

k

γk,l
j ak

j +∑
m

δm,l
j dl

j. (10)

The discrete wavelet transform can be viewed as a filtering
operation that separates the signal into low-frequencies and
high-frequencies, applied recursively on the resulting ap-
proximation. The coefficients γ̃ and δ̃ are analysis (low-pass)
filters, while γ and δ are synthesis (high-pass) filters. As the
magnitude of the wavelet coefficients is directly related to
their importance in the reconstruction, compression of the
wavelet decomposition can be achieved by removing weak
coefficients of the projected function. Practically it consists
in selecting wavelet coefficients lower than a given threshold
ε.

Various numerical applications rely on wavelets because
the wavelet transform offers fast reconstruction, compres-
sion and multiresolution. Further information on wavelet the-
ory can be found in [39,54].

3 Previous Work

Several other projective methods can be used instead of wavelets.
For instance Spherical harmonics [72,63,4] and Zernicke

polynomials [31] are also applicable to directional data. How-
ever, their global support on the sphere implies high evalua-
tion cost as well as hard adjustment of the compression ratio
with respect to the accuracy. On the contrary, the wavelet re-
construction is done in a logarithmic time according to the
number of samples and is possible at different levels of ac-
curacy. Furthermore, the compression ratio can be precisely
controlled due to their local support on the sphere.

Separable decompositions [28], factorization [69,41] and
principal component analysis (PCA) [37,59,45] are more
general dimension reduction techniques [61]. These works
mainly focus on extreme data reduction for interactive ren-
dering using graphics hardware with BRDFs or spatially vary-
ing BRDFs, also called bidirectional texture functions (BTFs).
Even if they provide plausible representations, the accuracy
of such models for physically-based rendering has not been
clearly studied yet. PCA is effective at compressing multi-
variate data sets by computing orthogonal projections that
maximize the amount of data variance. It is typically per-
formed through the eigen-decomposition of the covariance
matrix. Thus, it suffers from memory problems during com-
putation while the wavelet transform is applied in place. More-
over, it strongly depends on the parameterization and the re-
construction is fast and correct only for relatively simple ma-
terials [59].

Spectral representations rely on polynomials [55], basis
functions [16,52], or hybrid schemes [67]. Relevant wave-
length selection in the context of spectral rendering has also
been studied [76,42]. A method based on the Haar wavelet
decomposition proposes an adaptive representation of spec-
tral data with a control of the perceptual error [23,58]. But
the usefulness of these methods in the context of a gen-
eral rendering system, with no assumptions on sensors, sur-
faces, and lights requires more investigations [73]. Recently,
Kaewpijit et al. [26] applied wavelet decomposition in the
context of hyperspectral imagery [57] for the identification
of ground surface pixels. They showed that wavelets pre-
serve the distinctions between spectral signatures and yield
better classification accuracy than PCA at the same level of
compression rate. Nevertheless, this approach based on uni-
dimensional wavelet transform cannot handle more complex
radiometric quantities and include direction dependency.

Lalonde worked on projecting the BRDF on wavelet bases
and used multidimensional real wavelets (4D) to handle BRDFs
at fixed wavelength [32]. This approach requires a new pa-
rameterization to map the space of directions S2 ×S2 to the
space R4 [35]. The major disadvantage is the distortion in-
troduced by the mapping. Our method is rather inspired by
Schröder’s et al. [60], who are using wavelet functions de-
fined over a discretization of the sphere S2. This discretiza-
tion is based on a recursive subdivision of an octahedron
[19]. Each triangle is recursively split into four children up
to a given level of accuracy (Figure 1). A function defined
over S2 is approximated by a piecewise constant function
over the resulting triangles of the subdivision. Schröder de-
fines a wavelet basis over the triangles, which is an extension
of the well-known Haar basis [17,44] to S2, constructed via
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Lifting Scheme [70]. Due to the local support of these spher-
ical wavelets, analysis and synthesis are performed in place
on each triangle based on the values of the triangle’s chil-
dren. Nevertheless, the major drawback of this work is the
restriction to functions defined on the sphere S2. The depen-
dence on wavelength and the dependence on more than one
direction seems very hard to handle.

Fig. 1 Octahedron subdivision at levels 0,1,2,3.

In the next section, we will show that wavelets can of-
fer a unified vision, not provided by previous representa-
tions, for the directional and the spectral component. Ac-
tually, the same could be done with non-wavelet basis, e.g.
Fourier [75], albeit not as efficient. We will demonstrate in
section 5 the high accuracy of our representation, according
to the compression ratio. It is directly related to the intrinsic
property of wavelet transforms that preserves high- and low-
frequency features during the signal decomposition. There-
fore, specular peaks, as well as peaks and valleys found in
typical spectra, are well-conserved.

4 Wavelet Radiometry

A lot of research has been conducted on wavelet representa-
tion for radiosity projection [20]. Extensions handling glossy
surfaces [36,7] manage the radiance distribution over patches
using a similar transform to Lalonde’s [32]. But these rep-
resentations are very complex in terms of implementation
and are both memory and computational time consuming.
For these reasons, most of them were limited to the specific
case of the Haar basis. Nowadays, high-order wavelets are
used to approximate smoothly varying illumination with a
small number of patches, considerably reducing the mem-
ory consumption [22]. Schröder and Lalonde provided more
efficient, but specific, models that are not easily applica-
ble to complex functions defined over a product of different
spaces.

To overcome the limitations of previous approaches, we
propose the concept of the GWT. The GWT is actually a
new approach to the standard one [12], which uses a product
of decompositions to transform multidimensional signals, in
contrast with the non-standard approach which uses a prod-
uct of basis functions (Lalonde’s work). Nevertheless, this
new point of view leads to an elegant, flexible and simple im-
plementation using object-oriented and template program-
ming paradigms such as those provided by the C++ language
[66]. Moreover, the compression power of wavelets can be
enhanced by performing adaptive thresholding for each sup-
port space of the function’s domain.

4.1 Generic Wavelet Transform

Note that wavelet transforms do not rely on a particular wavelet
function or support space, and hence their formulation is
generic (see Eq. 7). As a consequence, algorithms are pretty
similar for any transform and space. There is only one re-
quirement: the support space must be a Hilbert, i.e. linear,
vector space. Indeed, the discrete wavelet transform is per-
formed via convolution, which requires scalar multiplication
and addition of two elements of the support space.

Now let us consider a function f : A×B 7→C and its cur-
ried 2 version f̃ : A 7→ (g̃ : B 7→ C). If the functional space
G = {g̃ : B 7→C} is a linear vector space, then we can define
a wavelet transform of f̃ . Next, if C is also a linear vector
space, we can similarly define a wavelet transform of each g̃.
Using a combination of these two transforms, we provide a
full transform of f . For the inverse transform, since the space
of transformed functions T (G) is a linear vector space (be-
cause of the linearity of the wavelet transform), the process
is similar. Therefore, we can provide a full inverse trans-
form of f by combining the inverse transform of f̃ and g̃.
The complete transform pipeline is summarized in Figure 2.
It consists in iteratively projecting the function into different
set of wavelet basis functions (one for each support space of
the function’s domain):

f (a,b) = ∑
i

f̃i(b)ψi(a) = ∑
i, j

g̃i jψ j(b)ψi(a) (11)

Fig. 2 Generic wavelet transform pipeline.

The wavelet coefficients f̃i are said to be generic because
they are functions that can be transformed over. The wavelet
transform of f̃ is said to be generic because the projection
space is a functional space.

In the context of the GWT, modelling any radiometric
quantity f : (S2×)∗R 7→ R simply consists in combining a
set of spherical wavelet transforms and a single one-dimensional
transform. Indeed, this signature is equivalent to (S2 7→)∗R 7→
R. For instance, a spectral EDF being the combination of
a directional and a wavelength dependence will be decom-
posed as:

f (ωr,λ) = ∑
i

f̃i(λ)ψi(ωr) = ∑
i, j

g̃i jψ j(λ)ψi(ωr) (12)

2 Currying (after logician Haskell Curry, but that was originally in-
troduced by Schonfinkel in functional programming [56]) is the tech-
nique of transforming a function taking multiple arguments into a func-
tion that takes a single argument (the first of the arguments to the orig-
inal function) and returns a new function that takes the remainder of
the arguments and returns the result.
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The discrete representation of f is a piecewise constant spher-
ical function, which samples are not single values but vec-
tors representing the spectral distribution of the radiometric
quantity for each differential solid angle defined by the tri-
angles of the subdivision. First, a spherical wavelet trans-
form is performed in the directional domain. Then, a one-
dimensional wavelet transform is performed in the spectral
domain on the resulting vectors of spherical wavelet coeffi-
cients.

4.2 Adaptive Generic Wavelet Compression

Conventional multidimensional wavelet transforms use a sin-
gle threshold on the final set of multi-transformed coeffi-
cients (g̃i j in Eq. 11), which implies a global error control.
In our generic representation, there is a clear distinction be-
tween each space and compression occurs independently thereto.
As a consequence, different thresholds are used (one per
space) when performing compression. For instance, we can
compress more over S2 (direction- dependence) than over
R (wavelength-dependence), or the opposite. Generic com-
pression consists in evaluating the magnitude of the generic
coefficients within the transform space and removing those
are below the considered space’s threshold. Then, repeating
the thresholding again on the remaining generic elements,
until each transform space has been proceeded. The error
introduced in the wavelet representation by removing any
coefficient c equals ||c||. Therefore, the inner or dot prod-
uct between two elements of the coefficient space provides a
comparison operator for thresholding because √

< u,u > =
||u||. We use the standard inner product

R

f .g defined be-
tween two functions f and g for our generic coefficient mag-
nitude evaluation.

Most radiometric quantities can have a different spec-
tral behaviour according to direction. For instance, spectra in
high-valued parts of BRDFs (specular highlights or retrod-
iffusion) usually differ from spectra in low-valued parts of
the BRDF (diffuse component). Even if we use a different
threshold for the directional and spectral component, spec-
tra in the diffuse parts could be relatively more compressed,
yielding to a non-uniform accuracy over the function’s do-
main. We exploit the generic view of the transform to achieve
significantly better compression providing the function’s do-
main with a uniform accuracy. Indeed, each generic coeffi-
cient can be considered as a stand-alone function f̃i to com-
press, which amplitude difference d = |max f̃i −min f̃i| in-
dicates the relative level of the generic coefficient values.
Then, starting from the threshold ε of the relevent transform
space, a local threshold independent of the generic coeffi-
cient level can be automatically computed as ε̃ = ε

√
d. This

adaptive thresholding performed for each generic element of
the transformed function ensures a relatively uniform com-
pression and thus results in more accuracy according to com-
pression ratio as shown in section 5.2.1.

4.3 Wavelet-Based Radiometry Framework

The framework we have developed is a simple mapping of
the generic wavelet transform concept to an object-oriented
context. We define a WaveletTransform<A,B> to be an ob-
ject representing a function of type A 7→ B that can be trans-
formed, untransformed and compressed using a wavelet ba-
sis. This object has two generic parameters A and B. Then we
define a Spectrum to be a WaveletTransform<R,R>. This
object can handle any physical property that varies with the
wavelength. Now, we define a Reflectance as a WaveletTransform-
<T,Spectrum>, where T is the set of geodesic triangles gen-
erated by the spherical subdivision. This object can be used
to handle hemispherical reflectance or EDF because they
have the same profile. Finally we create the most complex
radiometric quantity, the BRDF, by letting A be T and B
be the set of Reflectance objects. Following the same idea,
and replacing the set of Spectrum objects by R, leads to
monochromatic Reflectance objects, and therefore monochro-
matic BRDF objects. A single wavelet basis is available for
direction-dependant behaviour, whereas many are for the spec-
tral dependence because one-dimensional bases are widely
spread [12]. In our framework, we implemented 52 different
1D bases. Lots of them belong to the same family such as
the Daubechies or the Coiflet wavelets. The selection strat-
egy is to pick, for a given compression ratio, the best basis
in terms of global error. Basic structures to manage sparse
data are detailed in [9].

Considering the wavelet transform in a generic way al-
lows a simple implementation in C++ thanks to algebraic
operator definition. Indeed, atomic transforms (spherical and
one-dimensional) of our framework are basically written the
same way as they would be for basic data types such as float-
ing point values. Multidimensional transforms come natu-
rally through genericity, when wavelet transform objects are
used as basic elements of another generic transform. At last,
our representation yields to a fast reconstruction of spectra,
which are the root objects for spectral rendering. Indeed, we
only have to perform the inverse wavelet transform on S2

(directions), in order to reconstruct the compressed version
of a spectrum for a direction of interest. Then, only the one-
dimensional inverse transform is applied to reconstruct any
spectral samples. With a non-standard projection, the whole
transform needs to be inverted for each spectral sample eval-
uation. The dimension connections are mixed up and impos-
sible to separate in order to work on a particular dependence
(here the wavelength-dependence).

5 Application Examples

In this section we present the compression results and the
corresponding relative errors (%) for a large set of spectral
radiometric quantities. Let si be the samples of the original
measured radiometric quantity, with n measurements, and s′i
the reconstructed samples from the compressed representa-
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tion, then relative errors based on L1 and L2 norms are re-
spectively defined as:

εr(L1) =
1
n ∑

i

|s′i − si|
si

and εr(L2) =

√

1
n ∑

i

(s′i − si)

s2
i

2
.

The compression rate tc is the percentage of initial data re-
moved by compression. The compression ratio rc is the ra-
tio of the initial number of samples with respect to the final
number of wavelet coefficients after compression. They are
related by a simple equation: tc = 100∗ (1− 1

rc
). Usually rc

is written as x : 1, which means that only one coefficient for
x initial coefficient(s) is kept after compression.

5.1 Spectral Functions

A spectrum can handle various properties such as reflectance,
transmittance, emittance or radiance, which are usually ac-
quired with a spectrophotometer. We present here some pro-
jections of different measured spectral properties. We have
selected some reflectances of the Macbeth Color Checker
[74] but also some standard illuminants of the CIE [74,11].
Original evenly sampled spectra have 80 samples along the
visible spectrum. The global error level according to the com-
pression ratio is satisfying (see Table 1), which shows the
versatility of the wavelet representation.

Table 1 Relative modelling errors (%) for spectral functions using the
highest 16, 8 and 4 wavelet coefficients.

# coef. 16 8 4
Name εr(L1) εr(L2) εr(L1) εr(L2) εr(L1) εr(L2)

Light Skin 1.1 1.6 2.9 3.8 7.6 10
Blue Sky 0.47 0.68 2 3 9.1 12
Foliage 3.9 5.9 10 14 26 33

Red 4.5 6.8 8 13 17 26
Neutral.35 0.15 0.23 0.39 0.58 1.7 3.2

A 0.23 0.36 2.6 4.8 9.6 15
B 1 1.3 3 3.8 5.2 6.4
C 1.1 1.5 4.1 5.6 7.7 10

D65 1.2 1.6 2 3 3.4 5.3

A qualitative comparison is shown in Figure 3 between
the reconstructed relative SPDs for the Light Skin and the
D65 illuminant from different sets of highest wavelet coeffi-
cients. The wavelet bases are respectively the Brislawn and
the Villasenor basis. We can see that even with a little num-
ber of coefficients, spectral variations are well-preserved.

Sun et al. [68] preferred to evaluate the relative error δX
on the CIE XYZ [11] tristimulus values of the spectra in or-
der to get a perceptual measure for the human visual system.
This choice is not relevent in the context of a general ren-
dering system, with no assumptions on sensors. However, a
qualitative comparison for the Light Skin spectrum (Figure
3) seems to show a better representation of the spectrum’s
shape with our method, which is confirmed evaluating the
relative error on the CIE XYZ tristimulus values (Table 2).

Fig. 3 Light Skin and D65 illuminant spectrum for various number of
highest wavelet coefficients (with arbitrary units).

Table 2 Relative XYZ modelling errors (%) for the Light Skin spec-
trum with the Sun’s model [68] and our approach.

# coef. Composite Model Our Model
3 6.9 3
7 1.9 0.5
11 0.22 0.019

5.2 BRDFs

Measuring BRDFs is a more tedious task than measuring
spectra. A gonioreflectometer is a device that measures light
reflection as a function of lighting and viewing directions.
Gonioreflectometers tend to be large, expensive and non-
portable. Using the gonioreflectometer of the ONERA [62],
we have measured and modelled the BRDF of several dif-
ferent surfaces. The visible spectrum is sampled every five
nanometers, and BRDFs are projected on a spherical sub-
division at level 4. Table 3 shows the results achieved for
some of these materials. Errors are always acceptable, even
for radical compression.

A rendering example for two different spectral BRDFs is
shown in Figure 4 and Figure 5. The complexity of the vel-
vet BRDF is well-preserved even with a high threshold. The
same rendering with a standard RGB ray tracing algorithm
results in a false color image (the measured surface is not a
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Table 3 Relative modelling errors (%) for measured spectral BRDFs.

Spectral BRDF spectralon plywood plastic
rc # coef. εr(L1) εr(L2) εr(L1) εr(L2) εr(L1) εr(L2)
1:1 1,228,800 0.078 0.36 0.26 1.2 0.42 2.9
2:1 614,400 0.18 0.41 0.43 1.3 0.75 3
8:1 153,600 0.27 0.46 0.65 1.4 1.7 4.9

16:1 76,800 0.36 0.54 0.73 1.4 2 5.1
64:1 19,200 0.5 0.74 1.3 2.2 8 13
128:1 9,600 0.63 0.92 2 3 8.8 20
256:1 4,800 0.92 1.1 4.4 6.3 15 30

Spectral BRDF cloth velvet
rc # coef. εr(L1) εr(L2) εr(L1) εr(L2)

1:1 1,228,800 0.53 2.8 0.25 1
2:1 614,400 1.3 3.2 0.58 1.1
8:1 153,600 6 10 0.71 1.2
16:1 76,800 7.1 12 1.1 1.6
64:1 19,200 7.4 12 1.6 2.2

128:1 9,600 9.5 16 2.4 3
256:1 4,800 11 19 2.8 3.5

red velvet but a dark mauve one). This example illustrates
that the whole radiometric information is useful to perform
an accurate physical simulation.

Fig. 4 Spectral ray tracing of a sofa with the isotropic cloth BRDF
(32:1) and two different viewing directions.

We have already shown that a better compression, ac-
cording to modelling error, can be reached with our approach
compared to the work of Lalonde at fixed wavelength [9].
Table 3 also demonstrates that our adaptive generic compres-
sion scheme significantly improve spectral modelling at high
compression rates compared to the results we have presented
in [9]. For instance the relative L2 error has been respectively
reduced by 34%, 70%, and 46% for the spectralon, plywood
and plastic BRDFs in the case of the 128:1 compression ra-

Fig. 5 Spectral ray tracing of a sofa with the anisotropic velvet BRDF
(32:1) and two different viewing directions.

Fig. 6 RGB ray tracing of the sofa with the velvet BRDF (32:1).

tio. The benefit of our novel thresholding is more precisely
investigated in the next section.

5.2.1 Generic and Adaptive Compression

As the BRDF is the most complex function handled by our
framework at the present time, it is also the best suited to
study the impact of the new compression scheme. The mod-
elling results achieved using non-adaptive thresholding, with
and without generic compression, are summarized in Table
4. The generic scheme always yields a better accuracy than
the conventional one at the same level of compression ratio
(often twice or even better in terms of global error).

Compression with our generic scheme is a more tedious
task than for conventional algorithms because it requires to
find an appropriate threshold per space of the function’s do-
main, instead of a single global threshold, to match the user’s
quality criteria. Actually, two different sets of thresholds can
lead to the same global compression rate even though one is
more accurate for the spectral component and the other is
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Table 4 Relative modelling errors (%) without, then using, generic
compression for acquired wood spectral BRDF.

without with gain (%)
rc εr(L1) εr(L2) εr(L1) εr(L2) εr(L1) εr(L2)
8:1 2 4.2 0.93 1.9 115 121

16:1 5.1 11 3.1 7.5 64 46
64:1 8.1 22 4.4 9.4 84 134

more accurate for the directional component. As a general
rule, the more the function’s domain is complex, the more
the modelling process becomes a task that needs technical
skill and experience. Nevertheless, generic compression is
more flexible from the user’s point of view.

The other important benefit of our compression approach
arises from its intrinsic adaptive nature. For instance, the
most important error for our measurements is noticed for the
plastic BRDF, which is the most glossy one. In this partic-
ular case, BRDF levels differ by a factor 100. So the adap-
tive threshold is particularly good in contrast with the non-
adaptive threshold, especially for high compression ratio, as
shown in Table 5.

Table 5 Relative modelling errors (%) for the plastic BRDF using a
non-adaptive, then an adaptive threshold.

non-adaptive adaptive
rc εr(L1) εr(L2) εr(L1) εr(L2)

128:1 20 37 8.8 20
256:1 21 41 15 30

5.3 EDFs

The use of EDFs is not as common as BRDFs’ in realis-
tic rendering. Light source distributions are primordial for
an accurate lighting simulation, however they are often left
aside. On one hand, there is a lack of analytical models, es-
pecially for the spectral behaviour of lights. And on the other
hand, there are not enough physical measurements. If the ac-
quisition of BRDFs is difficult, measuring the output of lu-
minaires is even harder. Some works try to model and sim-
ulate spectral lighting [13,51,5], but they do not provide a
general answer to the problem. One simple way to simulate
spectral EDFs is to use informations given by IESNA LM-
63 photometric data files [24,18]. They are ASCII text files
commonly used by North American lighting fixture manu-
facturers to distribute photometric informations about their
products [50]. A IESNA file gives the candela distribution
(over S2) for a given luminaire. As it is a photometric quan-
tity, it is not directly used for rendering. We must assume the
same relative spectral power distribution for each direction,
and simply scale the spectrum by the level of the distribution
in a given direction (and perform the appropriate candela to
radiance conversion). Table 6 presents the results of com-
pression for three different IESNA descriptions of real lumi-
naires shown in Figure 7 (a, b, and c). We respectively use

the CIE standard illuminant B, C, and D65 for the spectral
distribution (sampled every 5nm in the visible spectrum),
and a spherical subdivision at level 4.

Table 6 Relative modelling errors (%) for measured EDFs.
Spectral EDF (a) (b) (c)
rc # coef. εr(L1) εr(L2) εr(L1) εr(L2) εr(L1) εr(L2)

1:1 186,368 0 0 0 0 0 0
2:1 93,184 0.13 0.18 0.2 0.28 0.69 0.9
8:1 23,296 0.2.4 3.3 3.8 4.6 3.3 4.1
16:1 11,648 3.5 5 4.8 6.1 4.6 6
32:1 5,824 9.5 15 9.9 14 7.5 12
64:1 2,912 18 31 13 19 13 21

Fig. 7 Candela distribution for four real luminaires (a, b, c, and d).

There are mainly two reasons explaining the low perfor-
mances in contrast with BRDF modelling. First, the spec-
tral behavior is smoother for BRDFs than for EDFs. Indeed,
emission spectra contain many more high frequencies and
spikes. Secondly, the directional behaviour is more complex,
composed of multiple lobes. But modelling is still satisfying
(up to 32:1).

Fig. 8 A Cornell Box lighting solution with a uniform EDF (left) then
a compressed (32:1) wavelet-based representation (right) of the real
luminaire IESNA description shown in Figure 7d.

5.4 Phase Functions

In this case, the lack of measures is even more emphasized
than previously, especially for spectral data. Therefore, we
choose to generate virtual measurement data sets from a
sampled analytical model at fixed wavelength to validate
our approach. The most famous model is the one created by



A Wavelet-Based Framework for Acquired Radiometric Quantity Representation and Accurate Physical Rendering 9

Henyey and Greenstein [18] that allows to handle both prin-
cipal classes of phase functions: Rayleigh scattering [3,30],
when the particles of the media are far smaller than the light
wavelength, and Mie scattering [43], when the size of the
particles is comparable to the light wavelength. Nishita et al.

Fig. 9 3D view at fixed wavelength and incoming direction of the
three phase functions used to test our model. Color indicates the rel-
ative level of the normalized function values (green=weak, red=high).
From left to right: Rayleigh, Mie hazy and murky scattering functions.

have reported [48] that the expensive Mie scattering func-
tions may be efficiently approximated for sparse and dense
particle densities, called hazy and murky, respectively. More
recently, Schlick et al. presented an accurate approximation
for these three scattering functions [2]. We used these to
simulate phase function measurements according to the pa-
rameters given in their paper. Table 7 presents the results of
compression for the three different phase functions shown in
Figure 9. A rendering example using the Rayleigh scattering

Table 7 Relative modelling errors (%) for measured phase functions.
Phase Function Rayleigh Mie (hazy) Mie (murky)
rc # coef. εr(L1) εr(L2) εr(L1) εr(L2) εr(L1) εr(L2)
1:1 4,194,304 0 0 0 0 0 0
2:1 2,097,152 0.28 0.44 1.5 2.1 2.4 3.4
8:1 524,288 2 2.5 2.9 3.5 7.2 8.9

16:1 262,144 2.1 2.6 4.5 5.4 9.4 11
32:1 131,072 2.3 2.8 6.2 8.5 16 19
64:1 65,536 4.2 4.9 9 10 19 23

phase function decomposed and compressed in the wavelet
space is shown in Figure 10. In this example we only take
single scattering into account. One can see no particular ar-
tifacts due to the compression.

5.5 Performances

In this section, we evaluate the mean reconstruction time tm
of a spectrum for the different radiometric quantities. They
are compressed up to a rate of 95%, which is a good compro-
mise between speed and memory for rendering, according to
our estimations. There are 90 spectral samples in the visible
domain, and we perform four levels of subdivision. Results
in Table 8 were achieved with an Athlon XP1800+ proces-
sor. The mean reconstruction time was estimated using one
million evaluations with a random selection of the directions
each time.

Fig. 10 RGB ray tracing of the Cornell box with a phase function
modelling Rayleigh scattering (32:1).

Table 8 Mean evaluation time for different spectral radiometric quan-
tities.

Quantity SPD EDF BRDF
tm(µs) 23 72 117

Wavelets are very efficient compared to global recon-
struction schemes, such as spherical harmonics, because of
their narrow support. With the data given in [49], we mea-
sured that the evaluation of our model is ten times faster in
the case of a BRDF at fixed wavelength. Even more impres-
sive results were achieved when performing analysis of the
data sets, which is thousands of time faster (from hours to
seconds).

6 Application to Rendering

6.1 Spectral Rendering

Accurate spectral rendering is very memory consuming (large
scenes and material’s data) and computational intensive (large
number of wavelengths). Our framework provides a reduc-
tion technique for both problems, usable with standard stochas-
tic algorithms (we present in the next section applications to
path tracing [27] and photon mapping [25]). First, besides an
intrinsic compressed representation of many involved mate-
rial’s data, a compact storage for spectral illumination com-
ponent computed on-the-fly such as photons or pixel radi-
ance. Secondly, an importance sampling strategy for radio-
metric quantities, which speeds up the convergence of Monte
Carlo based techniques by efficiently sampling the relevent
function, e.g. the BRDF for path tracing and also the EDF
for photon mapping.

6.1.1 Rendering Process

Our rendering process can be divided in three stages, the
same way Sun decomposed his framework in [67]. First a
spectral image is generated using spectral physical proper-
ties of the light sources and the surfaces of the scene (re-
flectances, BRDFs). The usual RGB color information is re-
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placed by a spectral power distribution (incident radiance to
the camera), for each pixel in the image. This image may
be compressed using our wavelet encoding to reduce mem-
ory consumption or the amount of data when stored on the
disk. Then, these SPDs are expressed in the CIE XYZ color
model [11] after the application of a tone mapping operator
[14]. At last, XYZ colors are transformed to the RGB space
and clipped according to a RGB gamut [21] for visualisa-
tion.

Before the rendering process comes the analysis phase
of the radiometric quantities involved in the scene. With a
dedicated tool, the user load and compress the different data
to match his quality requirements. Then, the data are stored
in a compact binary form on the disk in order to be used by
the illumination software.

6.1.2 Importance Sampling

We have presented in [9] an importance sampling method
based on the wavelet representation of the BRDF. Reflected
directions are generated according to the BRDF magnitude
in a O(log4n) time complexity, where n is the number of
spherical triangles. The algorithm processes recursively from
coarse to fine resolution, selecting at each step the child of a
triangle in the subdivision according to its global importance
in the representation. Results were given for a standard RGB
rendering only but are easily extended to spectral rendering
using a spectral integrated version of the function, encoded
with our wavelet representation. Moreover, generating pho-
tons from the EDF’s magnitude is quite similar to generat-
ing a reflected direction, given an incoming one, from the
BRDF’s magnitude. Indeed, the function to sample is rep-
resented with the same Reflectance object (see section 4.3)
within our framework.

We have significantly improved the algorithm by remov-
ing a bias present in our first implementation. In our new
implementation, we use a random permutation of the chil-
dren, instead of a sequential search, in order to perform an
unbiased estimation. At last, we have also improved sam-
pling by selecting children at each level according to their
local importance in the representation. That is, for each tri-
angle we consider the function projected onto the children
as a stand-alone function to sample. The new recursive sam-
pling algorithm is presented in Figure 11. Each triangle T
defines an associated projected solid angle dω, which is used
for computations and takes also into account the cosine term
of the rendering equation. The full integral of the function
used to compute the probability density function (pdf) value
of the generated direction can be pre-computed at each level
to speed-up the sampling (see section 6.1.3).

The results achieved on an Athlon64 XP3500+ processor
compared to simple sampling techniques are summarized in
Table 9 for a shiny plastic BRDF. These results are aver-
aged among 100 simulations, with a different initialization
of the pseudo-random number generator each time, in order
to correctly handle the stochastic nature of the algorithm.
Each simulation consists in selecting a random incoming di-

function sample(Triangle T, Integer current_level, Integer end_level) :
return Direction ωr, Real pdf

{
if (current_level < end_level) then
{

Real integral = T.value * T.dω
Real y = real_random(0, integral)
Integer first_child = int_random(0, 3)
Real sum = 0

for i = 0..4
{

Integer index = (first_child + i) % 4
sum += T.child[index].value * T.child[index].dω

if (y <= sum)
sample(T.child[index], current_level + 1, end_level)

}
}
else
{

ωr = T.random_direction()
pdf = T.value∗cosωr

R

Ωr
f (ωr)cosθrdωr

break
}

}

Fig. 11 Wavelet importance sampling recursive algorithm.

rection in the hemisphere, then generating 10,000 outgoing
directions by BRDF sampling to evaluate the variance of
the Monte Carlo estimator. The timing presented in Table
9 also includes the evaluation of the BRDF for the result-
ing set of directions (without interpolation though). The loss
in performance is greatly balanced by the gain in variance,
which converges at a rate of O(

√
N), where N is the num-

ber of samples used for the estimator. Moreover, there is no
need to manage the full detailed wavelet-based representa-
tion to achieve a significant variance reduction. Thus, un-
compressed structures can be used (as in Table 9) to speed
up the sampling.

Table 9 Variance estimation for uniform, cosine-weighted and
wavelet importance sampling at different levels of accuracy.

Sampling Variance # samples / s
Uniform 0.28 (reference) 1,192,000 (reference)

Cosine-Weighted 0.14 (- 50%) 908,879 (- 23%)
Wavelets (level 0) 0.11 (- 60%) 883,662 (- 25%)
Wavelets (level 1) 0.061 (- 78%) 607,847 (- 49%)
Wavelets (level 2) 0.043 (- 85%) 401,279 (- 66%)
Wavelets (level 3) 0.037 (- 86%) 303,751 (- 74%)
Wavelets (level 4) 0.036 (- 87%) 239,399 (- 79%)

6.1.3 Spectral Computations

Variance reduction using wavelets is not the only way to
speed up rendering. Actually, path tracing and photon map-
ping usually needs more than a BRDF representation. For in-
stance, the Russian roulette technique [18] needs the BRDF
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albedo for a given lighting direction, which gives the proba-
bility of reflection for a given photon or light ray:

a(ωi,λ) =

Z

Ωr

fr(x,ωi,ωr,λ)cosθrdωr.

Computing spectral albedos is a very time consuming task
in spectral rendering using measured BRDFs (even in the
sparse wavelet space). Indeed we have to perform lots of
operations on spectra. But pre-computation and storage of
these informations using our flexible wavelet representation
is possible. Thus, the speed-up will not be affected by a
large increase of memory. Other radiometric quantities can
be computed starting from the BRDF, and then compressed
using the wavelet representation to modify the time/space
trade-off: spectral reflectances, spectral integrated albedos,
and so on.

Computing lighting directly in the sparse wavelet space
would also considerably accelerate the process. However,
this mapping is only possible for linear operators, because
of the linearity of the wavelet transform. But non-linear op-
erators, such as the product between the incoming spectrum
and the surface reflectance, are problematic. Iehl [23] de-
scribes a solution in the specific case of Haar wavelets, but
the resulting operator is more expensive than a conventional
product. More effective results have appeared recently for
product of even more complex functions than spectra but
are still limited to Haar wavelets [8,46]. To the best of our
knowledge, a general efficient solution for any wavelet basis
has not been yet provided. It may come from an extension
of previous work or connection coefficients [53,1], but there
is no practical and efficient computer implementation yet.

As a consequence, spectra are fully reconstructed on-the-
fly from their compressed wavelet representation to perform
lighting computations for path tracing or the photon trac-
ing phase in the photon mapping algorithm. Although the
full vector representation of spectra is well-suited in these
cases, it is not for photon mapping. Indeed, no extra-storage
is required except for the final spectral image, which could
be compressed though, in ray shooting techniques. More-
over, a very limited number of interactions usually arises
along a light ray path. But photon mapping consists in pre-
computing and storing each spectral photon contribution to
the scene in a photon map that generally contains millions of
elements. The final lighting evaluation is performed through
a gathering phase, which sums up the contributions of tens
or thousands of photons for a single point in the scene. For-
tunately, using a wavelet-based representation, spectral pho-
ton contributions can be compressed to save a lot of memory
when stored, and gathering speed significantly increased, as
shown in the next section.

6.2 Applications

6.2.1 Spectral Path Tracing

To compare the efficiency of RGB and spectral rendering us-
ing our importance sampling algorithm we test a scene com-

posed of about 30,000 polygons, with five measured spectral
BRDFs: red cloth for the sofa, dark green velvet for the bed,
white painted plywood for the table’s surface, ivory plastic
for the rods of the bed and the teapot, and spectralon for the
walls and the floor. Each BRDF is compressed up to a ratio
of 20:1. Both lights in the scene use an isotropic EDF and
the D65 CIE standard illuminant for emission spectrum. A
sphere with a perfect specular transmittance is added to the
scene in order to generate a caustic on the table, which is not
a perfect diffuse surface but uses a real measured BRDF. The
left image in Figure 12 is computed using uniform sampling
of the BRDF in the RGB space. The transparent sphere looks
black because uniform sampling never generates the perfect
direction of transmission. The right image in Figure 12 is
similar but computed using wavelet importance sampling of
the BRDF. The image in Figure 13 is computed using the
same technique and even sampling of the visible spectrum
every 10nm.

Fig. 12 RGB path tracing on a bedroom scene (256 rays per pixel),
top: uniform sampling, bottom: wavelet based importance sampling.

We estimated the mean per pixel variance on these im-
ages, and found that the wavelet based importance sampling
reduces the variance by 45% in the RGB case and 30% in
the spectral case. This result is not surprising as it is a well-
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Fig. 13 Spectral path tracing on the bedroom scene using wavelet
based importance sampling (256 rays per pixel).

known statistical problem detailed in [65,18]: the more spec-
tral bands are added, the more the provided solution has high
variance. But at the same time, generating directions in the
RGB process increases rendering time by 27% on the bed-
room scene, while it only increases rendering time by 5% in
the spectral case. Finally, spectral rendering is more realis-
tic especially for the tones. Indeed, RGB rendering results
in unrealistic flashy colors (look at the cloth and the velvet)
and even false colors (the real color of the plastic is ivory).

6.2.2 Spectral Photon Mapping

Figure 14 shows three renderings of the Cornell Box cre-
ated by photon mapping. The light emission is a D65 CIE
standard illuminant. Spectral reflectances are acquired data
from the Cornell Box. Photon tracing uses 100,000 initial
photons, which carry evenly sampled spectra every 10nm
for lighting computations. When stored in the kd-tree struc-
ture, final photon contributions are compressed with the Vil-
lasenor wavelet basis though. Gathering uses the 500 nearest
photons for the radiance estimate, according to the method
of Jensen [25]. The per-pixel error, computed on the final
images in the L*a*b* color space [11], provides us a per-
ceptual error map shown Figure 15. In the first case, wavelet
compression does not introduce a specific error. The error
is uniformly distributed and certainly more induced by the
stochastic behaviour of the algorithm than by a systematic
error in the representation. But in the second case, when
compression increases, the error is mainly localized in the
indirect lighting. Indeed, indirect photon contributions are
characterized by large and weak variations that are more
sensible to wavelet compression, which preserves more high
and localized variations (typically direct lighting). In Table
10 a more quantitative comparison is done. For each com-
pression rate, the memory used by the spectral samples in
the photon map, the mean εµ and the maximum εM percep-
tual error measured on the images, are given. Recalling that
an error around 1 in the L*a*b* space is the threshold for

non perceptible errors, one can see that rendering is still ac-
curate with only 10% of the original spectral information.

Fig. 14 Spectral photon mapping of the Cornell Box, top left: com-
plete spectral information, top right: 10%, bottom: 5%.

Fig. 15 Per-pixel L*a*b* error for a compression rate of 90% and
95% (squared and scaled by 8).

Table 10 Quantitative results for photon mapping using compressed
spectra.

compression rate memory εµ εM gathering (s)
0% (reference) 70MB 0 0 2792

90% 7MB 2.5 9 447
95% 3.5MB 4.8 21 410

The gain in memory storage, due to the wavelet compres-
sion, is important for spectral photon mapping, as this could
enhance the produced lighting’s accuracy by increasing the
number of stored photons. Furthermore, we also benefit of
the sparse wavelet representation to speed up gathering. In-
deed, in this process, contributions of the nearest photons are
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added to the total contribution computed for a given scene
location. Then, the total contribution is modulated by the re-
flectance of the surface. Accumulating photon contributions
is directly possible in the wavelet space as the transform is
linear, avoiding the need to convert spectral data back and
forth. This requires the definition of efficient algebraic oper-
ators between our sparse structures as detailed in [9]. Gather-
ing time presented in Table 10 shows the saving with respect
to the compression rate for a 512x512 image.

Complex EDFs The lack of analytical models makes the use
of numerical methods imperative for EDF sampling, whereas
in the case of BRDF modelling, some analytical models can
be exploited. Therefore, rejection sampling is often used but
this method suffers from poor convergence and is a dramat-
ically slow process [18]. Thus the wavelet based sampling
strategy [9] is very interesting in this case. Figure 16 shows
the Cornell Box illuminated by a real EDF described in a
IESNA file with the spectral distribution of the real light
source. The black points show the first 10000 photon hits, for
uniform sampling in the left image, and for wavelet based
importance sampling on the right image. One can see how
the photon distribution follows the real light distribution.
Variance reduction in the lighting, and particularly the in-
direct lighting, is the main consequence of importance sam-
pling of the EDF in the photon mapping solution (Figure
17). But the direct lighting is very sharp. This phenomenon
is mainly due to the concentration of photon hits in local-
ized areas by importance sampling, contrary to uniform sam-
pling. Actually, it would require a dedicated photon map as it
is usually done for caustics. Nevertheless, the photon map is
usually dedicated to indirect illumination although we have
also stored direct photon contributions for illustration pur-
pose.

Fig. 16 Cornell Box lighting using the real luminaire description of
Figure 7d, left: primary photon hits for uniform sampling of the EDF,
right: primary photon hits for importance sampling of the EDF.

7 Conclusion

We have presented a generic framework based on wavelets to
handle most of the radiometric quantities involved in global

Fig. 17 Photon mapping solution using uniform and importance sam-
pling of the EDF shown in Figure 7d.

illumination in a unified way. Our model ensures impor-
tant memory savings for large measurement data sets, e.g.
spectral BRDFs, or when many measured/evaluated physical
properties are used at the same time, e.g. photon maps. Actu-
ally, our generic wavelet transform concept and its adaptive
thresholding increases the compression ability of the stan-
dard wavelet compression scheme. We have demonstrated
that the model is versatile and guarantees a physically valid
reconstruction by several tests against many different ac-
quired or synthetized optical properties (SPDs, EDFs, BRDFs,
and phase functions). Then, we showed that some opera-
tions performed during rendering are faster when computed
in the wavelet space, e.g. photons gathering. Wavelet based
importance sampling helps to reduce the variance of Monte
Carlo algorithms: path tracing for optimal ray propagation
and photon tracing for optimal photon emission. Many global
illumination problems should benefit of this flexible repre-
sentation, especially for spectral rendering, which needs both
prohibitive time and memory.

Future research will include full lighting computation in
the sparse wavelet space, which needs the definition of an
efficient product operator between spectra as explained in
section 6.2.1. The model should also be easily extended, fol-
lowing the generic approach, to handle BTF representation
and include the dependence of the light reflection on posi-
tion. At last, the model could lead to the development of a
signal-processing framework. On the one hand to build effi-
cient measurement schemes. For instance, densely sampled
BRDFs are long to acquire due to the intrinsic complexity
of the function’s domain. Matusik et al. [40] present a novel
measurement procedure that shortens acquisition based on
a wavelet analysis of samples. However, their analysis is re-
stricted to RGB and isotropic BRDFs because it relies on the
Lalonde’s approach. Using our generic model, it could be
extended to both anisotropic and spectral BRDFs (or other
radiometric quantities) analysis. On the other hand, our frame-
work might be used for analysis of light transport, the same
way Durand et al. did in the Fourier domain [15]. The radi-
ance in the neighbourhood of a ray along all steps of light
propagation should be then studied in terms of frequency-
and time-space content, as a natural way to tackle effects
such as motion blur.
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